COMP3506/7505 Assignment 2 (2011):
Ungapped multiple sequence alignment

Version 23/09/2011.

For COMP3506, assignment 2 is divided into three parts A-C worth 15 marks (3,7
and 5 marks, resp.) comprising 15% of the overall course mark.

For COMP7505, assignment 2 includes in addition to parts A-C, a part D worth 3
marks; these 18 marks comprise 15% of the overall course mark.

Part B will only be marked if all provided JUnit tests for part A are passed. Part C will
only be marked if all provided JUnit tests for part B are passed.

The expected, effective workload is about 20 hours.

Administration
Due 5pm Friday Week 11

Refer to the course profile for policy regarding late submission of assignments. Most
of the assignment marks are determined from a series of automated tests. Several
sections are marked and checked manually. You must follow the instructions below,
e.g. naming your files correctly, implementing the prescribed method signatures, to
avoid sections not being marked. You will be provided with feedback in the form of a
breakdown of marks per section. You will have access to tests that were used in the
evaluation.

Submission

The assignment must be submitted through the ITEE online assignment submission
service:

http://submit.itee.ug.edu.au

You will submit only two files, named exactly as they appear here:
* Alignment.java,and

* report.pdf.

Submit only after you have completed all parts of the assignment. Please ensure that
your files contain all of your work before submitting.

Coding Style

Your code must be formatted using the built-in Eclipse coding style. Open the Eclipse

“Preferences” window, go to Java — Code Style — Formatter and under “Active
Profile” make sure that “Eclipse [built-in]” is selected. You should reformat your

code to follow this coding style before submission, by selecting Source — Format or
Source — Format Element.

Resources and restrictions

You may not use any classes from the Java Class Library except those in the
Jjava.lang and java.io packages. You may not use any code that you did not author,



except for code provided to you by us.
To complete this assignment you first download an Eclipse archive file from:

http://www.itee.ug.edu.au/~comp3506/Resources

Import the downloaded archive into a new Eclipse workspace using the “Existing
Projects into Workspace” option:

1. Select the File — Import menu item

2. For the Import Source, select General — Existing Projects into Workspace
and click “Next”

3. Select “Select archive file”, “Browse”, and select the archive file and click
GGOK”

4. Select the available project and click “Finish”

Introduction

This document details a data analysis problem, and discusses how it can be solved
efficiently through the application of algorithms and data structures. Additionally, this
document identifies specific approaches to solve the data analysis problem. In
fulfilment of this assignment you are requested to develop and implement (and in
some cases evaluate) some of these approaches. Marks will be given as indicated, and
only for accurate code that passes a range of tests (partially based on data sets that are
withheld). You will be provided with several complete Java classes, and “stubs” for
some other classes—all of which will be provided in the form of an Eclipse project
file. The problems in this document will primarily involve the completion of these
stubs. In the Eclipse project (under “data”) you will have access to data files on which
you can test the accuracy and performance of your implementations. You have access
to basic JUnit tests to test the correctness of your code. Important: passing these tests
doesnotguarantee that your code is correct.

You must follow the method signatures that are provided in this specification

exactly —otherwise your solution will not be marked. All signaures are provided in
the Java code. You may create additional methods not specified herein, that are called
by your implementations of prescribed methods. You cannot create new java files. To
implement the requested functionality you must amend the existing Alignment
class. In fact, automated marking will only consider changes to this class. If you
require additional classes they must be incorporated into Alignment. java (as
inner classes). You may not change the “a2” package declaration.

The data analysis problem

This assignment involves writing code for analysing, or more specifically, aligning
biological sequence data. DNA sequences can be thought of as long strings composed
only of the letters A, C, G and T, corresponding to 4 different nucleic acids.

Consider a set of # short DNA sequences (see Table 1), each of which has n
nucleotides. To form one (ungapped) alignmeng)ect oneoffset indexfor each of
these sequences, forming an al%ay(s,, S, E, s), with 0! s! n— 1. This data can
be compiled into &by w = 2n — 1 alignment matrix. (Note:in principlew can be set
to any value: < w < 2n - 1 for a more compact alignment bygur implementation
only needs to consider the maxdth setting.)



From the alignment matrix we construct a 4 by w profile matrix whose (i, j)-th
element holds the number of times nucleotide i appears in column j of the alignment
matrix, where i takes values A, C, Gor T. We can also form theonsensus sequence
from the most popular element in each column of the alignment m@tseveral
nucleotides are equally frequent, an arbitrary choice is made betweeh them.

Let M(s, DNA) denote the profile matrix for a selection of offset indges
maX;, ncery - 1,;(S DNA)is the largest caut of any symbol in columpin M(s, DNA).

(As an example, for the alignment definedsby Table 1,
MaX, scom " 1.4(S DNA)=10. The symbol that makes up the consensus sequence at

position4 is argmax, ,cer; " 14(SDNA)=G.)

Theconsensus scoris defined asscore(s DNA) =# :V:O MaX;, ncery - 1,j(S DNA).

Thealignment finding problem is formulatel as selecting the offsetfor the DNA
sample that maximisgcorgs, DNA). That is, find the best(series of offsets) for a
specifiedlist of sequenceg for example that in Table An incomplete example
search tree for this problem is provided in Figure 1.
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Figure 1: An incomplete example search tree for optimal alignments of width w =2n - 1.
Excluding the root, each node at level i €0, ..., n — 1is assigned an offset index&s0, 1, E,
w —n for each of = 5sequences (listed in the right hand margin).

Install and check the provided Java code (not marked)

A2App.java implements a main function that calls many of the functions you are
requested tanplement. It has options that can be activated from the command line.
Note that many options are not applicable until you have implemented some of the



functions below. You can use this to check the functionality of your implementations
in addition to JUnit tests that you are provided with.

A2App essentially loads a specified sequence data set and passes that to a method that
solves the alignment finding problem. We have already implemented an alternative
methodfor finding the best alignmeimt the clas€onsensus. Try running this

(with arguments described in the Java code for A2App):

> java A2App  Bf data/cs7x5.fa bm consensus

Running the consensus method (and eventually your method) will give you an output
like as follows. (Note there are several optimal solutions to this particular alignment
problem so your output may look different but the scoreshould be the same.)
[TGAGCAGCC]
" AGCTG '
" AGCAG '
CAGCC'
' CACAG '
' GCA GC'
"GATAA '
CAGGC'
Score 29 (82.9%)
Started at Wed Sep 21 09:35:20 EST 2011
Finished at Wed Sep 21 09:35:21 EST 2011

Time elapsed: 0.16 secs
#ENTRY 85049
#EXIT by

leaf 17348

break 46439
propg 21262

Representing sequence datd’ou are provided with a clagequence that must be

used to represent each sequence that will be aligned. A sequence is composed of any
number and combination of four symbols (A, C, G and T), represented by their
characters in files, but represented by the indices 1, 2, 8 @edpectively)n your

code.Do not modify theSequence class.

Representing alignment As described aboyan alignment can only be based on
sequences of the same length We use an array aft s to indicate the offset index
for each sequence in the alignment. Fomgxa,s[0] =2  means that the first
sequence (sequence index 0) starts at alignment index Ra(skeelfor an

illustration). Since we will evaluate alignmentsiatomplete sequence listse
designatalignment index 1 to indicate that th presenandlater sequences are not
included in the alignment (see JUnit testalignmentTest.java ). So, for
examplejnt[] s = [2, O, -1, -1] meanghat even though there are four
sequences, the third and fourth are not included. We will refer to this as th©QOdsvel
we gradually increase the number of sequences included in the skhiithests also
rely on you using this encoding.

Representing consensud he consensus contaiwssymbols identified by their
symbol index (as by thBequence class A=1, C=2, G=3[=4). Index 0 is reserved
for OgapsO preceding or succeeding the seguetheealignmentSimilar to an
alignment, we indicate incomplete consensus by writihgn the corresponding
elementsFor exampleint[] ¢ = [0, 1, 2, 3, 4, - 1] represents the



(incompletes-symbol wid@ consensus-@CGT (where - is the gap charactefyou
must use this encoding.

An alternative optimisation method: Consensus

It turns out that there is an alternative approach to determine the optimal alignment. In

fact, it has beemmplemented in th€onsensus class. This approaatoes not

search the offset indices for all sequences (that maximises the consensus score), but
instead searches for the consensus dirésdg. Figure 2 for an example search tree

for the@onsensus finding probler® With a consensus sequence we can determine
the corresponding alignment by matching the consensus with each sequence (to find
the offset index that maximises their agreement).

The availability of this implementation should notyhelp you deal with some of

the conceptual and technical problems in this assignment, but also help you check the
outputs of your implementation. For most alignment problems there will be multiple
optimal solutions so comparisons between the alignnaeatdifficult, but if they are
optimal they should at least share the same consensus score.
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Figure 2: An incomplete example search tree for finding optimal consensus. Starting below
the root, each node is assigned a symbol makjng possible consensus sequence that
terminates at the leaf. At the leaf, the consensus can be expanded into an alignment that can
be evaluated (using the consensus score).



Part A: Develop methods for determining the consensus
score for an alignment of DNA sequences ( 3 marks)

To find thebestalignment, the first step is to write a method that can determine the
score foranyalignment. This involves several steps

Problem Al: Implement the methodgyetProfile , getConsensus and
getScore as per their signatures as contained in the clagdignment : The
constructor oAlignment is provided in its entirety and its signature looks as
follows.

public  Alignment(PerfMeter perf, Sequence[] dna)

Hence, in determining the score you have acced®tDNA sequence set. Also note
the extra paramet@erf that is used to monitor efficiency of implementataijrthe
complete optimisation process (to be described in Pai®t are the signatures for
the three methods you need to implement. Pseode is also provided but this is
merdy suggestive. You can test them using the JUnit teAdignmentTest

public int [][] getProfile( int [] offset )

for each sequence i in t-long sequence set
for each column j in alignment
a ! symbolin sequence i at position j + offset][i]
M[index of a, j] I MJindex ofa,j]+1
return M

public int [] getConsensus( int ][] M

for each column jin w -wide M
consensuslj] I il
for each symbol a in DNA alphabet
if M[index of a, j] > M[index of consensus]j], j]
consensuslj] I a
return consensus

public int getScore( int [][] M int [] consensus)

score ! O
for each column jin w - wide M

score ! score + M[index of consensus[j], j]
return score



Part B: Develop an efficient method for determining the
optimal alignment ( 7 marks)

There are serious computational issues with nasve approaches to the search problem.
You can overcome some of these by using your skills in algorithmdadad
structuresYou will address these in parts B and C.

Consider the following pseuedmde.

Algorithm  findAlignment(DNAs, s)
Input : DNAs = set of DNA sequences, s = prefix list of searched
offset indices (empty initially)
Output : score = the number of symbols in optimal alignment

if (s is complete, i.e. a complete alignment) then
for the ith DNA sequence in DNAs
score ! score + getScore(DNASJi], s[i])
return  (score, S)
else then
{ we are not at a leaf of the tree of all possible alignments }
{1} { so unless we think of something... we recurse down the tree }
best_score 10
best_align I il
2} for each offset index in sequence
ext_prefix I concatenate prefix and offset index
{3} (score, align) I findAlignment(DNAs, ext_prefix)
if (score > best_score) then
best_score = score
best_align = align
return  (best_score, best_align)

This pseudaodeusesa brute forcesearch for optimal alignment is already
implemented irAlignment . If you successfully solved Part A, yshould be able
to find optimal alignments bysing this implementatiorigdAlignment  ):

> java A2App  Bf data/cs7x5.fa Bm alignment

You should carefully reflect on the computational cost of this operation. (You will
need to ponder updmwecostly later.)

Problem B1: Implement branch-and-bound (4 marks)

Consider the implicit search tree of alignme®tseFigurel for an exampleThe

leaves are completdignmens andwe can easily determine their scores using the
method in ProblemA1l (the results-a score and theorresponding alignmentare

passed OupwardsO via recursion in the algorithm). However, the intermediate nodes
(the incomplete alignments, prefix alignmentsthat do not yet have offset indices

assigned to all sequences) arenotevaluatedn the pseudaode abovésee{1} in the
pseudo code)Can they be evaluated®2s,they represerdlignmens involving fewer
sequences. WAt can this evaluation be used ftir@an be used to make an early
decision about whether it is worth our whileQ@ranch oud—and thereby remove

whole subtrees from our search. This strategy is known as “branch-and-boundO.

The score for anglignment(s,, s,, E, s)is always greater &m or equal to the score
for (s, s, E, s.4). Hence, we can view the score fer, &, E, s.,) as a lower bound
on the distance foss{, s,, E, s). Assume now that we have computed a sgdoe a



complete alignment (that is, we have visited a leaf node). This operation gives us a
guarantee: we will not do worse tharWe keep a record gfand the path (s,, S,, E,

s). When we continue traversing the tree, we can measure theySobegpartial
alignment(that is, an intermediate search node). If we find yO+ d! y, whered is the

most optimistic estimate of the scores contributed by the remaining sequences (those
not yet included in the alignment), there is no point in traversing th&eaeb

In practice, the ObranamdboundO strategy will lead to major improvements in
terms of running time compared to the original, exhaustive algorithm.

You must mody findAlignment . You may(and probably shouldiptroducenew
methods including aeparateversion offindAlignment that takes parameters you
deem necessary to implement your stratégyportant:the initial call to

findAlignment must stil be to the original signatur&ou may not remove calls
to the performance monitdf.you traversethe search tremside a new method, make
sure that you copy the appropriate calls to the performance monitor to transparently
evaluate the computational efficiency of your appro@éle will use he performance
monitor to perform some tests on your cedg/ou must comply with this
requirement.)

In developing your branendbound implementation, you are encouraged to look in
Consensus that currently implements branamdbound forconsensus finding
problem.There are several JUnit tests in AlignmentTasgaj Additionally, you are
provided with a number of data sets that you can analyse. These data sets come from
recent experimental data where the experimenter has expectations of what kind of
patterns that should be found from an alignment. Such datbheniiade available

(see Appendix for further information).

Problem B2: Implement alignment that accounts for the reverse/complementary
strand of the DNA (3 marks)

DNA molecules haveno strands of nucleotides. They are OcomplementaryO which

means two thingg1) If one strand read\’, the other stranceadsOT(nd if one

strand reads OCO the other reads OGO. (2) Because of this intrinsic redundancy, data sets
usually only includes one strand, here referred to as the OoriginalO strand. Since we

read the squence in one direction, we find the complementary strafiddipg the

complement anceversing the order, e.g. OACGGATO becomes OATCCGTO. What

does this mean to us?ithbut amending our implementatiore wre missing one

possibly important piece of infmation about the “overlap” of sequences.

TheSequence class already implements a method for retrieving the Oreverse
complementO of a sequence. You are now requested to not only search for alignment
based on the original strands (as presented in theelsjabuto also entertain the
possibility that a specific sequence can be Oreveraddua improve your

alignment, e.g. ATCCGA aligns better with ATCCGT (reverse above) than ACGGAT
(original above).

Alignment has @oolean variablereverse that can be set toue by the
constructor(Indeed A2App has a command line argument to this éfféoti need to
make sure that your methods in Pamvérk with this option. You need to amend the
expansion of a current node to include the exploratiail @ossibilities including all
offsets of the reverse complementary strand.

As a suggestion, use the following id@dich is used bypoththe A2App and



Consensus class) Designate offset index€ 0, 1, E, w— n for the original strand,
and offseindexs € w—n+ 1, E, wfor the reverse stranlience, if the offset index

is less than or equal W- n, you know a sequence comes from the original strand, if
above it comes from the reverse, complementary strartids Heverse, you deduet
—n+ 1from the value to map your sequence to the alignment.

Tablel: A set of 22 (statistically enriched) DNA sequences, and an ungapped
alignment. The sequences were extracted frosaled ChiRseq data, representing
potential binding sites of a protein of interest. (The alignment looks good but is in fact

suboptimal.)
DNA sequence Alignment (w < 2n — 1 symbols)
[ (n symbols) 0 1 23456789101112 S
1| CACTGTGAC CACTGTGACC 2
2| GTCACTGTG; GTCACTGTGA 0
3| GTCACAGTG, GTCACAGTGA 0
4 | CACAGTGAC CACAGTGACC 2
5 | CAGGGTGAC CAGGGTGACC 2
6 | ACAGTGACC ACAGTGACCT 3
7| GTCAGGCTG] GTCAGGCTGA 0
8 | AGCCTGACC AGCCTGACCT 3
9| CAGGTCAGC CAGGTCAGCA 2
10| CAGGCTGAC CAGGCTGACC 2
11| AGAGTGACC AGAGTGACCT 3
12| GTCAGCATG] GTCAGCATGA 0
13| GTCATGCTG] GTCATGCTGA 0
14| CAGCCTGAC CAGCCTGACC 2
15| CAGTGTGAC CAGTGTGACC 2
16 | CACTCTGAC! CACTCTGACC 2
17| GTCAAGATG, GTCAAGATGA 0
18 | GCAGGGTGA GCAGG GTGAC 1
19| GCACTGTGA GCACTGTGAC 1
20 | ATGCTGACC] ATGCTGACCT 3
21| CATGCTGAC CATGCTGACC 2
22 | AGGGTGACC AGGGTGACCT 3
Profile: A 0002 2 1 4 2 01 212 0 10
C o001 7 0 7 3 8 1 001 6130
G 6 2 001 010112 019 1 00O
T 0O 6 0 0 3 5 121 20005
Consensus: GTCAGGGTGACCT




Part C: Implement search heuristics and  avoid wasteful
computation (5 marks)

Thereare several ways in which performance can be improved even further.

Problem C1: Implementand evaluateObranchingorderO heuristics The original

and improved algorithms both iterate through the alphabet in the same order at every
branching point [seere marked witf2}]. We would like to search the most
promisingalignmentdirst so that a strong bound can be established &drg/order

in which we ObranchO out can have a major impact on the effectiveness of the search.
We should thus consider the erdn which newalignments extending that of the

current node, are evaluated. Do we have any information on which to OsortO symbols?
In fact, the consensus sequence that can be created from the partial alignment can

provide some guidance as to what offset indices that will workwell for the next

sequence, e.g. if your current consensu8ACEGGTO and the next sequence is
OCGTTO you mayploreoffset3, before2, 1 and 0.

Problem C2: Implement and evaluateOreuse calculationsO trickUsing the
“branch-and-boundO strategy, as we descend the tree towards the leaves, we are
computing scores for an alignment one sequence longer than that in the previous step
[see line marked witkB3}]. It should thus be possible to-use those calculatis and

simply add contributions by the current sequeiicedo so, you may need to add
variations of the methods in part A that take new parameters.

Evaluations in C1 and C2 Describe and explongractical running times of

find Alignment resulting from youmodifications above. Try different sequence
files in the data directory and different valuesiof andw andgraph (and tabulate if
necessarythe running times and numbers of nodatered and exiteid the search

tree. Demonstrate the impact of eaabdification. Add your description to a PDF
document that is submitted as a separate document with your(seeesubmission
instruction3d. The marks of the above will also be based on automated measurements
of reductions in running time relative a withhedtihndard branendbound
implementation.

Part D: Characterise the time compl exity of your
implementations ( 3 marks ; only COMP7505 )

In your report respond to the following problems and ques{ibnsark each)

Characterise and explain the time complexityirdAlignment in terms oM
(length of each sequenceéfnumber of sequences) amdwidth of alignment)?

Characterise and explain the time complexitjimdConsensus  in terms ofmn
(length of each sequenceélnumber of sequences) amdwidth of alignment)?

In what situations should you use either implementation?



Appendix: The biology and why this problem is important

DNA binding

In molecular biology, the development of methdidte those above is (amongst other
things) imperative to the discovery of DNA binding Omotifsi@s at which special
OregulatoryO proteins bind to modulate the activation of genearetpven real

DNA sequencetaken from suspect regio(seeFigure3 for a schematic illustration

of the biological conceptsYypically, DNA binding sites are-B0O positions long. As

you may know DNA molecules are OdouttiandedS the oppsite strand is
Ocomplementary@ny analysis accousfor naturally occurring Omutationsthe

letters mentioned above vary between individuals. Variation is OacceptedO to some
degree, though at some point, mutations will break biological activity.

yfdX ydeP

L I BN |

CCTACTCTTATATAT...ACACAGGATAAGTAG

Figure 3: A DNA sequence with two genes identified (solid green; arrow indicates the
direction of a gene). Wesuallysearch sequences located OupstreamO from each
gene (dotted red). Regulatory proteins (gray ellipses) carde sound to the

DNA—it is the makeup of their Obinding sitesO that we are after.
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Figure 4. A consensugshown below) identified by searching sequemtdable 1
matches known DNA binding ster oestrogen receptor (ESR1; shown above) as
illustrated bya socalledOlogoO. The height of the letters in a logo is proportional to
the information entropy of the probability distribution at that position.

Biotechnology, sequence data and the FASTA file format

The data you are requested to work with are provided in a simple text file format.
Consider an example DNA sequence file containing sequences with 10 nucleic acids.

>ydeP
CCTACTCTTA

>yfdX
GATAACCCTT

>yygT
GCAAAATGAC



The first line of each segnce entry (starting with the O>0 sign) contains information
about the sequence, e.g., name, species, location on chromosome, etc. Thatlines
follow (up until the end of file or the next sequence entry; line breaks are ignored)
contain the nucleic agisequence (a string composed of A, C, G and T). You have
access to a complete Java class definfiequence to hold all data you are

interested in, and to read FASTA files.

So-called ChIPSeq technology is generating massive data sets for identifying protein
DNA binding like that above. The sequence sets provided have bepropessed to
contain only short sequences tl&thtistically)appear more often than would be
expeted by chance. They may form part of bigger binding sites or they may come
from completely different binding events. That is why alignment proves to be such an
important exercise to characterize the true specificimatcularbinding.

You can see if theonsensugou find is a known binding site using the tool TomTom
(http://meme.sdsc.edalick TomTom). TomTom finds statistically significant
matches with known binding sitdedeed, the consensus in Table 1 was piedito
TomTom to identify ESR1 in Figure-4a core regulator that is involved in breast
cancer.

OMotifO discovery is an active field of research involving both computer science and
biology. For more information about one set of computational tools seeaantr
paper.

MEME SUITE: tools for motif discovery and searching. Bailey TL, Boden M, Buske
FA, Frith M, Grant CE, Clementi L, Ren J, Li WW, Noble Wicleic Acids Res.
2009 37W202-8. http://www.ncbi.nlm.nih.gov/pubmed/19458158



