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General comments

+ Pay attention to CSSE4004 learning objectives

 Look at exam papers from 2005 — 2010

— Take into account that up to 2005 exams were
closed book

Revision — Take into account the textbook change — some
questions from previous exams may not be covered
— Come to consultations if you need help
(consultation time will be advertised by e-mail)
2
Exam Open book exam

« Exam date — Saturday, 25 June, 11.15 am
* Venue

— 26-GYMNASIUM
» Exam covers

— Lecture material

— Tutorial material

« Learning objectives show important
concepts

+ Any written material is permitted (books, slides, notes)
« Copies of 2005 - 2010 exams are on the web

in the Lectures directory

— Questions will be similar in style

Special exams ...

« If you are sick on the day, or there is any other
reason why you do not attend the exam, tell UQ
Examinations Section (not me)

— UQ Examinations Section phone: (07) 3365 2488

Timing suggestions

« Exam is worth 100 marks
« Exam time is 120 minutes

« Allocate time to questions based on their mark
value.

* This is only a guideline, but is indicative of the
amount of detail required in each answer




Timing suggestions

* Be as brief as possible!

* You are welcome to use bullet points as part of
your answers
— for example, when listing examples, etc.

 Never, ever leave a question blank

— if you write something down, even if it’s incomplete
or off track, at least we can try to give you partial
marks if some of your answer is good

Concepts, models, examples

CSSE4004/7014 lectures can be divided into two
groups:
« Concepts and models
(lectures 1,2,3,4,5,6,8, 9,10)
« Examples of middleware and distributed
applications (lectures 7, part of 9)
— also include some new concepts
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Introduction to
Distributed Systems

Learning objectives

After this week you should

« understand definitions and goals of
distributed systems

* be able to describe types of distributed
systems

« be able to describe various architectures of
distributed systems
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Definitions of Distributed Systems

Machine A Machine B Machine C
[ 1T

‘ Distributed applications ‘
- -

Middleware service

‘ Local 03 ‘ ‘ Local 08 ‘ Local 08 ‘

Network

A distributed system organized as middleware which hides

differences between particular nodes n

Goals of DS

« Transparency (hiding distribution)

— System presents itself as a single computer system
» Openness

— Interoperability, portability, heterogeneity
« Scalability

— Ability to grow
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Transparency in a Distributed System

Transparency Description

Access Hide differences in data representation and how a resource is accessed
Location Hide where a resource is located

Migration Hide that a resource may move to another location

Relocation Hide that a resource may be moved to another location while in use
Replication Hide that a resource is replicated

Concurrency Hide that a resource may be shared by several competitive users
Failure Hide the failure and recovery of a resource

Ta-St.1-2.Different forms of transparency in a
distributed system (ISO, 1995).

Openness

* Interoperability
« Portability
 Heterogeneity

e Standard interfaces
‘ o Interface Definition
Language (IDL)
(Note: syntax only)
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Dimensions of scalability
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Size (users, resources)

Scaling techniques

Hiding communication latencies

— Asynchronous communication

Distribution

— Split and spread functionality across the system

— Decentralise algorithms
» No machine has complete information about the system state
» Machines make decisions based only on local information
« Failure of one machine does not ruin the algorithm
« There is no implicit assumption that a global clock exists

Replication (including caching)
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Summary

Distributed systems are built for multicomputers and have to
deal with

— Heterogeneous hardware, heterogeneous networks and

heterogeneous operating systems

Distributed systems need to be open, be scalable and provide a
variety of transparencies

Distributed applications may have different architectural styles
(software architecture)
+ Software components, their interactions and placement define
system architecture

Reading: Chapter 1
Chapter 2 (2.1,2.2)
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Architectures of Distributed
Systems (cont)

Processes




Learning Objectives

After this week you should
+ [Architecture] Understand how behaviour of
middleware can be modified
+ [Architecture] Understand a basic model for self-
managing distributed systems
+ Understand the role of processes in distributed
systems
processes, threads in clients or servers
processes across multiple systems
+ Be able to describe virtualisation models for
distributed systems
+ Be able to describe reasons and models for code
migration

Using interceptors to adapt control

« Interceptors change flow of control and allow
additional code to be executed

» Many object-based DS use interceptors to
change flow of control in the object invocation
— Requests (object invocations) can be intercepted
— Messages can be intercepted
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General Approaches to Adaptive Software

« Separation of concerns
— E.g., aspect oriented programming
(not very successful)
» Computational reflection
- E.g., reflective middleware
« Component-based design

— Adaptation through composition
« Statically at design time

« Dynamically at run time
— Requires support for late binding

Processes - Rationale

« Build virtual processors in software, on top of
physical processors

Applicaiions, services

Midd|eware

0S:kerrel, ost =
libraries & Processes, threads, Processes, freads,
seners communication, ... commurication, ...
Plaform
Computer& Computer&
network hardware network hardware
Node 1 Node 2 2

Multithreaded Servers

3 alternatives:

Model Characteristics

Threads Parallelism, blocking system calls
Single-threaded process No parallelism, blocking system calls
Finite-state machine Parallelism, nonblocking system calls

Models for Code Migration

Execute at

Sender-intiated target process

mobility Execute in
separate process
Weak mobiltty Execute at
Receiver-initiated target process
mobility Execute in

separate process
Mobility mechanism
Migrate process
Sender-initiated
mobility
Clone process
Strong mobility

N . Migrate process
Receiver-initiated grate P

mobility
Clone process

2




Resources-to-machine binding type Migration in Heterogeneous Systems

+ Unattached resources: * Main problem
— can easily move with object (e.g., files) — target machine may not be able to execute original code
Rl — definition of process/thread/processor context highly dependent
« Fastened resources: on hardware, OS runtime system
— can migrate in principle, cost high (e.g., database) * Most general
« Fixed resources: — use abstract machine implemented on different platforms

« Current solutions

— interpreted languages running on a virtual machine (Java/JVM,
scripting languages)
other languages: allow migration at specific “transferable”
points, such as just before a function call

— cannot be migrated, such as local hardware

Conclusion 8 o
Autonomic computing became trendy due to
complexity of distributed systems
Processes form basis for communication in DS CSSE4004 — Lecture 3
Threads are useful in clients and servers
Return of resource virtualisation approaches

Client and servers need to support distribution Communication
transparency

Distributed systems sometimes need to migrate code

Reading: Chapter 2 (2.3, 2.4)

Chapter 3
Learning objectives Types of Communication
Synchronize at Synchronize at Synchronize after
request submission request delivery processing by server

After this week you should be able to Clent g o

describe and compare various communication models Request
used in Distributed Systems: i —
+ Remote Procedure Call infefrupt
. . . Storage
« Message-oriented communication

facility
« Stream-oriented communication | | +—FFF—---------

» Multicast communication
» (Remote Object Invocation will be covered in Lecture 7)

Server Time —>
Ta-St. 4-4. Viewing middleware as an intermediate
(distributed) service in application-level communication
30




Synchronicity in Communication (1)

A sends message A sends message A st
stopped
and continues r‘u:f?“ and waits until acoepted running
i
—_ ——
A A 1
Message is stored
at B's location for Accepted
Time later delvery Time
Y gAY, —
. — 3
B starts and Bis not B starts and
Biis not Teceives funning receives
running message message
(a) ®)

a) Persistent asynchronous communication
b) Persistent synchronous communication

Persistent communication — message is stored in the system until receiver becomes active
31

Synchronicity in Communication (2)

A sends message Send request and wait
and continues until recewved
— . A
A Message can be A A
sentonly if B is
! running Request ACK
L Time s received Time
» AY >
B e— I —
Breceives Running, but doing Process.
message something else request
(c) (d)

c) Transient asynchronous communication
d) Receipt-based transient synchronous communication
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Synchronicity in Communication (3)

Send request and wait until Send request
accepted and wait for reply
4 ye
A — — —
4 A i
Request Request Accepted
is received Accepted is received
¥ Time v Time

B — WY B A S — L
Running, but doing  Process Running, but doing  Process
something else request something else request

(e) [yl

e) Delivery-based transient synchronous communication at
message delivery
f) Response-based transient synchronous communication -

Remote Procedure Call-
Client and Server Stubs

Wait for result

ClieNnt  m— —
A Ay
Call remote ;’ Return
procedure | | fromcall
\ ,’:
\
Request | f' Reply
h /
Server oo — oo
Call local procedure Time »

and return results

Principle of RPC between a client and server program
34

Parameter Specification and Stub Generation

» Parameters passed by value do not pose
problems

» Parameters passed by reference — some partial
solutions exist (e.g. a small array can be sent to
the server)

« Interfaces (procedures) are often specified in
Interface Definition Languages (IDL) and
compiled into stubs

Message-Oriented communication

* RPC (and RMI which will be described in Lecture
7) are synchronous and transient (both sender and
receiver have to be active)

« Transport level communication like TCP and UDP
also require that the sender and receiver are active
(transient communication)

+ Some applications require that messages are kept
in the system until the receiver becomes active (e-
mail is one example, but there are many more
applications of this type)
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Message-oriented persistent asynchronous
communication

*  MOM - Message-Oriented Middleware

»  Can store messages in the system

*  Applications communicate by inserting messages in
queues

*  Messages are delivered by an overlay network of
application layer servers (routers)

» Each application has its own private queue to which
other applications can send messages

»  There is no guarantee on when the message will be
delivered and that it will be read.
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Message-oriented persistent asynchronous

Messaging interface
Sending host Communication server Communication server  Receiving host
. . .| [Buffer independent ;
Routing of communicating Routing
Application program hosts program Application
¥ T [ A
" A
= ¥y | Toother (remote) v ¥ | }
communication |
‘. | | T | server Tl : { A \
os oS -~ 0s 0S|
vlv M L LS—
Local buffer  -0¢3 network Internetwork Local buffer

Incoming message
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Message-Queuing Model (1)
MQMs goal is to provide persistent asynchronous comm.

Sender Sender Sender Sender
wanng  running q passive passive

Four combinations for loosely-coupled communications using queues

Stream-oriented communication

» Some applications need to exchange time-
dependent information e.g. video, audio (continuos
media)

* Previously discussed models do not consider time

« In continuous media the temporal relationship
between different data items is essential

40

Different transmission modes

 Asynchronous transmission mode

— Sequential transmission without restrictions on when
data is to be delivered (e.g file transfer)

« Synchronous transmission mode

— Max end-to-end delay for each unit in a data stream
(e.g. sensor sample temperature)

« Isochronous transmission mode (streams)

— Data transfer bounded by maximum and minimum
end-to-end delay (bounded jitter e.g. audio/video)

4

Streams and QoS (1)

Streams need timely delivery of data

» Non functional requirements (time, bandwidth) are
expressed as Quality of Service (QoS)

 There are many models for QoS specifications:

* e.g. IntServ, DiffServ, MPLS

» In IntServ (Integrated Services), QoS is specified as a
flow specification — flow reservation

 In DiffServ (Differentiated Services), QoS is specified
for a class (e.g. expedited forwarding class)

* We look at DiffServ only (check COMS3200 for other
models)

42




Multicast communication

» Application level multicasting — setting a
path for information dissemination

— Nodes (applications) organise into an overlay
network

— Overlay network disseminates information
— Network layer routing is independent of the
overlay (communication may not be optimal)
« Overlay organisation
— Nodes may organise themselves into a tree, or

— Nodes organise themselves into a mesh

network
43

Summary

» One model of communication is not suitable for all distributed
applications

* A higher level of abstraction than offered by the transport layer
is important

* RPC (synchronous) is a popular communication mechanism but
RMI offers better transparency

(RMI will be discussed in lecture 7)

+ Message-oriented models usually provide asynchronous and
persistent communication

« Continuous media requires a different approach (stream
communication)

« Often data has to be sent to many receivers (multicast
communication)

* Reading: Chapter 4
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Learning Objectives

After this week you should:

« understand naming and name resolution concepts
* be able to describe and compare various naming

Naming approaches used in DS
« understand naming concepts which can be applied to
mobile entities
« be able to describe well known naming services
Outline Names, Identifiers and Addresses

« Names, Identifiers and Addresses
+ Flat Naming

o Structured Naming

« Attribute-based Naming

47

+ Names refer to entities
— e.g., processes, users, mailboxes, network connections
+ Special types of names exist:
— Addresses
— ldentifiers
— Human-friendly names
+ Addresses
— To use (operate on) an entity you need an access point
— The name of an access point is an address
— Entities can have more than one access point at a time
— An entity may change access points e.g., when it changes location
— Location-independent names are not tied to an address

48




Names, Identifiers and Addresses (2)

- ldentifiers

— are a special type of name that:

« Refers to at most one entity

« Always refers to the same entity

« Are limited to one per entity
— are often represented in machine-readable form
— usually flat names

* Human-friendly names:

— Generally represented as a character string e.g.,
WWW.nhews.com.au or /root/ryan/slides/
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Flat Naming

« Flat names:
— Random bit strings (name doesn’t help locate access point)
+ Names must be resolved to address

» There are many name resolution approaches for flat
names:
— Broadcasting (or multicasting) approaches
— Forwarding pointers
— Home-based approaches (e.g., Mobile 1P)
— Distributed Hash Tables (DHTS)
— Hierarchical approaches

50

Forwarding Pointers

Process P2 Proxy p’ refers to
Proxy p' same skeleton as
~~ Proxy p
t 4L. Process P3
Identical proxy
o A
Process P1 Skeleton ' - \
Proxy p

. Process P4 Object

A‘: - ‘\ Local N &

\ invocation N
Interprocess p
communication |dentical _— ¥

skeleton

Home-Based Approaches

Host's home
location 1, Send packet to host at its home

re 2 Return address
e of current location

Client's
\ location
g4
, 3. Tunnel packet to
current location

4. Send successive packets
rad : P
to current location

Host's present location

The principle of Mobile IPv6 52

Hierarchical Approaches

The root directory
Top-level
node dinM) - dnfnamT

P _— Directory node
- e oza diN(S) of domain S
A subdomain S
- of top-level domain T
+ A - (S is contained in T)

A leaf domain, contained in S

Hierarchical organization of a location service into
domains, each having an associated directory node

(each entity in domain S is described in Dir(S) )

Structured Naming

- Flat names are not convenient for humans
« Structured names:
— Composed from simple human-readable names

— Generally supported by naming systems
— Names are organised into a name space
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Structured Naming
- Name Resolution

« Structured names resolved using naming service (implemented
by name servers)
+ Naming service allows addition, removal and look-up of names
» DS naming services are distributed
+ Large-scale distributed naming services are usually
hierarchical:
— Global level: high-level directory nodes
— Administrational level: mid-level directory nodes grouped into separate
administrations
— Managerial level: low-level directory nodes within a single
administration
» The Domain Name System is a good example of a structured
name resolution mechanism

Summary

Names are used to identify, access, discover and locate
objects

Mobile entities have to be supported by appropriate
naming systems

Structured names are organised into name spaces
represented by a naming graph

— Name resolution involves traversing the name graph
Attribute-based naming is commonly used to support
querying for services with particular attributes
Reading: Chapter 5
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Synchronisation

Learning objectives

After this week you should be able to
describe a number of classic algorithms used for
process synchronisation in DS, including

o Synchronisation of physical clocks
o Ordering of events (logical clocks)
o Providing mutual exclusion

o Electing coordinating processes

58

Outline

— Clock Synchronisation
— Logical Clocks

— Mutual Exclusion

— Election Algorithms

Logical clocks

o For many distributed applications it is important that
all machines agree on the same time (which may be
different than UTC)

o Such clocks are logical clocks
o Clock synchronisation does not need to be absolute

- if two processes do not interact, their clocks do not
need to be synchronised

60
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Ordering of events

o The happened-before relation on the set of events in a
distributed system is the smallest relation satisfying:
- If aand b are events in the same process, and a occurs before b,
thena-> b is true
- If ais the event of a message being sent by one process, and b
is the receipt of that message in another process, then a ->b is
also true

o Lamport’s definition of a happened-before relation
o This relation is transitive:
a->bandb->c,thena->c

Total ordering of events —
Lamport’s algorithm

(a) (b)

a) Three processes each with its own clock. The clocks run at
different rates.

b) Lamport’s algorithm corrects the clock. %

Total ordering of events —
Lamport’s algorithm

o Each message carries the sending time according to the
sender’s clock

« When a message arrives and the local clock shows a
lower value it has to be advanced to be one more than
the sending time to guarantee that

a<b=2 C(a)<C(b)

o Between every two events the clock must tick at least
once

o No two events ever occur at the same time
i.e. C(a) # C(b) if a and b distinctive events

Example: totally ordered multicast

Update 1 Update 2 ?

vy

N

o _
Update 1 is eplicated database Update 2 is

performed before performed before
update 2 update 1

Two updates are multicast to a replicated database
- if messages are not received in the same order
the database is left inconsistent

64

Summary

* In DS there is no globally shared clock

* Processes often need to work together in DS,
which requires a common notion of time for
those processes

Many time synchronisation algorithms exist
for DS, which are related to:

— Physical clock synchronisation

— Logical clocks

— Mutual exclusion

— Election algorithms

Reading: Chapter 6 6
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Fault Tolerance
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Learning Objectives

After this week you should

A understand what are the basic concepts
related to fault tolerance

A be able to describe failure models

A be able to describe approaches to achieve
dependability of processes

A be able to describe approaches to achieve
reliable communication

A understand how recovery can be achieved

Basic Concepts

Dependability includes
Availability

— ready to use now
Reliability

— won’t fail over time

« Safety

— won’t fail when critical
Maintainability

— failure easy to fix

68

Failure Models

- Different types of failures

Type of failure Description
Crash failure server halts, but working correctly until it halts
Omission failure server fails to respond to incoming requests
Receive omission server fails to receive incoming messages
Send omission server fails to send messages
Timing failure server’s response outside specified time interval
Response failure server’s response incorrect
Value failure value of response wrong
State transition failure server deviates from correct flow of control
Arbitrary failure server may produce arbitrary responses at arbitrary times

Failure Masking by Redundancy

LA} {B} C}
(a)
Voter
_ s _ _
[ A1} !\n - {B1} V4 > {c1} !w -
[ A2] }vz . {B2] V5. c2f }vs —
[A3] ‘vs - {B3] V6 > {cs) ‘vs -

(b)

Process Resilience

Achieved through process redundancy
Design issues
— Flat vs. hierarchical groups

— Agreement in faulty systems
« Byzantine generals

Agreement in Faulty Systems...

+ Mask failures
« k fault tolerant if can meet spec with k faulty
components
— fail silently: k + 1 components enough
— Byzantine failures (produce wrong answers): 2k
+ 1 components for k fault tolerance
+ Assume processes don’t team up to lie

» More complex if process group must reach
agreement

72

12



...Agreement in Faulty Systems...

4
15 » 2
[ 1 A
274
1| x < 2| 4
1Y 1 Got(1,2,x, 4) 1Got 2 Got 4 Got
¥ 2 Got(1,2.y. 4) (1.2 y4) (1.2x4) (12
4 At 3 Got{1,2,3,4) (a.b.cd) (e.f gh) (1,2
3 . 4 4 Got(1,2.z 4 (1.2.2.4) (1.2.24) (i}

Faulty process
( (b) C]

Byzantine generals problem for 3 loyal generals, 1 traitor
a.  generals announce their troop strengths (units: kilosoldiers)
b.  vectors that each general assembles based on ()
c.  vectors that each general receives in step 3

x.4)
. 4)
k1)

...Agreement in Faulty Systems...

Byzantine generals: Lamport principles

A For m faulty processes need 2m+1
correct processes

A Total number needed for up to m bad
processes: 3m+1

overall effect: need > 2/3 of processes correct

74

Reliable Client-Server Communication

a lot handled by network ...
RPC in presence of failures

— client can’t locate server

« can’t make RPC completely transparent
— lost request messages
« complexities: see lost replies

Server crashes
Lost reply messages
Client crashes

Virtual Synchrony for multicasting...

virtual synchronous multicast: sender crashes, deliver to
all rest of processes or none

]_ Application
is del d to application ——

A Comm._ layer
Message is received by communication layer »

Message comes in from the network

A Local OS

4« ]
Network

logical organization of distributed system to distinguish

between message receipt and message delivery ©

... Virtual Synchrony

Reliable multicast by multiple

P1 joins the group  point-to-point messages P3 crashes P3 rejoins
4 4
P « = ; F) «
s 4
P2 e 4 4 4
»>
Pa 1 R Lk
4
Pa LU ER S : 4
G = {P1,P2.P3.P4} G = {P1.P2P4} G = {P1,P2.P3,P4}

Partial multicast Time —»

trom P3 is discarded

Distributed commit
Two-Phase Commit

Vote-request

NIT Vote-abort T
Commit Vote-request
Vote-request 'y Vote-commit ¥
WAIT READY
Vote-abort Vote-commit lobal-abort lobal-commit
Global-abort 4 Glebal-commi ACK ACK
ABORT coMmIT » ABORT COMMIT
(@) (0)

a) The finite state machine for the coordinator in 2PC
b) The finite state machine for a participant

78
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Recovery

recovery from error fundamental to fault tolerance
backward recovery

back from erroneous state to previous correct state
— network example: retransmission if packet lost
forward recovery
— construct correct state from error state
— network example: erasure correction
Implementation details
— stable storage
— checkpointing
— message logging

Summary

how differs from other fault tolerance, networking
+ Handling failure hard
hard even to know it occurred (e.g., Byzantine failures)

« Supporting redundancy hard

— multicasting needs to be reliable

— scalability a key issue

— atomicity hard
* Recovery hard

— distributed checkpointing hard
+ Generally

— same issues as for nondistributed

— networks + fault tolerance multiplies difficulty
+ Reading: Chapter 8

80
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Consistency and replication

Learning Objectives

* Trade-offs
— performance
— fault tolerance
— security
« Consistency models
— definitions and differences
— which to use when
« Data-centric vs. client-centric model
— design choices and issues

82

Outline

Introduction (what’s it all about?)
Data-centric consistency

— Processes access replicated data
Client-centric consistency

— Mobile users view of consistency of their
replicated data

Replica Management
Consistency protocols

Rationale

Replication of services
— Increase availability
— Enhance reliability (switch to another on crash)
— Improve performance (load balance, data closer,
support scaling in numbers and area)
Management of replicated data:
— Scalability of keeping replicas consistent

84
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Performance and Scalability

Main issue: to keep replicas consistent, seems good idea
to ensure that all conflicting operations are done in same

order everywhere
»  Conflicting operations (transactions)
— read-write / write-write conflict

»  Guaranteeing global ordering on conflicting operations
may be costly, downgrading scalability

weaken consistency requirements to reduce global
synchronization

Summary of Data-Centric
Consistency Models

Consistency Description
Strict Absolute time ordering of all shared accesses.
. All processes see all shared accesses in the same order.
Sequential

Accesses are not ordered in time

All processes see causally-related shared accesses in the same

Causal
order.

(a) Consistency models not using synchronization variables

Consistency | Description

Entry Shared data pertaining to a critical region are made consistent
when a critical region is entered.

(b) Models with synchronization variables
86

Consistency in well known distributed
systems

Most of large-scale distributed systems apply replication

for scalability, but tolerate high degree of inconsistency:

* [DNS:] Updates propagated slowly, inserts may not be
immediately visible

« [NEWS:] Articles and reactions are pushed and pulled
throughout Internet: reactions can be seen before
postings

* [WWW:] Caches all over, no guarantee you’re reading
most recent version of page

Client-Centric Coherence Models

« Goal: avoid system-wide consistency
+ Concentrate on single client’s needs
—mobile clients
—clients may have a distributed store but
at a time work only on a local replica
* No simultaneous updates
» Most operations involve reading data

88

Client-Centric Coherence Models

* Mobile user example
*Monotonic reads

« Monotonic writes

* Read-your-writes

e Write-follows-reads

Replica management

 Content Replication and placement
+ Update Propagation

90
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Replica Placement

- L — T —» Senver-initiated replication
gl P A i » Client-initiated replication
Permanent

« ___replicas = ",.‘

" Sewver-initiated replicas
—__ Client-iitiated replicas

Clients .-

logical organization of different kinds of copies of
data store into 3 concentric rings

Pull versus Push update protocols

Issue Push-based Pull-based

State of server List of client replicas and caches None

Update (and possibly fetch update

Messages sent Jater)

Poll and update

Response time at client | Imimediate (or fetch-update time) Fetch-update time

comparison between push-based and pull-based protocols in case
of multiple client, single server systems
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Consistency protocols

Implementation of specific consistency model

*Primary-based protocols
Replicated-write protocols

Consistency and replication -
Summary

*  Goals:
— Improving reliability
— Improving performance
* Introduces consistency problems
— Degrade performance
«  Tradeoffs:
— Consistency model, what is propagated, where to
propagate, by whom propagation is initiated
Reading: Chapter 7 (7.1 - 7.4, 7.5 (7.5.2, 7.5.3))

94
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Other Lectures (7,9,10)

Learning Objectives

lecture 7
After this week you should
A Be able to describe architectures of distributed object-
based platforms
A Be able to describe approaches to processes in distr.
comp. platforms
A Object servers
A Be able to describe approaches to communication
A Client-to-object binding
A static/dynamic method invocations
A Parameter passing
A Be able to compare example distr. comp. platforms
(CORBA, .NET, Web services)

9%
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Learning Objectives
Lecture 9

« Distributed File Systems

— Architecture, naming, replication, fault tolerance for
NFS and Coda

- WWW
— Replication and fault tolerance in WWW
 Coordination-based systems

— Coordination models, Linda tuple space model, Jini
distributed coordination

Learning Objectives
Lecture 10

A Understanding of terms: context-awareness,
pervasive computing, ubiquitous computing

A Context information and its role in pervasive
systems

A Architectures of pervasive systems

A Challenges in programming context-aware
applications

98
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