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ABSTRACT

A large number of organizations and initiatives globally ar e
involved in biodiversity monitoring for the purposes of con -
servation. One of the greatest challenges facing these grops
is querying, retrieving and integrating the wide range of
relevant, distributed, heterogeneous databases required in
order to extract new predictive and actionable knowledge
about our environment. Scientists and biodiversity expert s
need to be able to integrate species databases, observatioal
data, maps, remote sensing images, climatology data, vege-
tation distributions and ecological data in order to identi fy
endangered species or fragile, threatened ecosystems andot
prepare and implement environmental impact analyses and
conservation strategies.

Semantic interoperability is essential in order to harmo-
nize such disparate and heterogeneous datasets. Although
some initiatives have recognized the importance that ontol o-
gies can play in this domain, there are to our knowledge,
no ontology-based biodiversity data integration systems d e-
scribed in the literature.

This paper describes a system that we have developed
that uses semantic web technologies to represent and inte-
grate species sighting data, taxonomic databases, climate
sensor data, vegetation data and spatial data enabling envi-
ronmental scientists to reason across the integrated datasets.
The system provides a semantically-uni ed view of: wildlif e
sighting data from the Environmental Protection Agency;
species data from the Australian Museum and the National
Herbarium; climate sensor data from the Bureau of Mete-
orology and topographic maps from Geosciences Australia.
The data is represented in RDF (Resource Description Frame-
work) and merged via a common biodiversity ontology (rep-
resented in OWL) that we developed. Finally, SPARQL (a
query language for RDF) is combined with Google Maps
to provide an intuitive mapping interface to query the inte-
grated datasets.

1. INTRODUCTION

Global warming is having a profound impact on geograph-
ical distribution of species and ecological communities. Cli-
matic changes have altered the environmental contexts with in
which many species live, causing physical, behavioral and
location changes as the species respond to their changing
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environments. Numerous studies are being undertaken to
document these ecological changes in order to provide evi-
dence of climate change and to develop plans to address the
cause and e ects of climate change [14]. In particular, large
reductions in the areas of natural habitats and increased bar-
riers to species dispersal (urban and agricultural zones) has
con ned many species to smaller geographic areas. Climate
changes are causing these areas to further contract. Rare or
endangered species, or those living only on high mountain-
tops, are likely to have the highest risk of extinction.

Environmental scientists and biodiversity experts rely on
access to a broad range of data types in order to: rstly
identify threatened species and ecosystems; and secondly
make informed decisions regarding environmental planning
and conservation strategies. Scientists and environmental
policy makers have a number of requirements with respect
to data management in order to do their job e ciently. In
particular they require:

access to distributed databases containing a range of
data and media types including species sightings data,
taxonomic databases, climate sensor data, vegetation
distribution data and mapping data;

the ability to perform spatio-temporal querying and

integration across selected distributed datasets in or-
der to model the impact of planning and protection
decisions on ecological distributions and evolutionary
processes;

software that can seamlessly identify duplication across
datasets, identify errors, highlight contradictions and
provide some measure of reliability and completeness
of the data or deduced knowledge.

Within Australia, we have been working with scientists
and sta from the Queensland Environmental Protection
Agency in order to develop an interactive integrated infor-
mation system to satisfy their data search, retrieval, inte -
gration and modelling requirements. Semantic WildNet is
an ontology-based bio-geographical system designed speci
cally to support semantic interoperability between a numbe r
of heterogeneous databases and also to facilitate the data
harmonization and cleansing process.

This paper describes the Semantic WildNet system that
we have developed. We begin by outlining previous ap-
proaches to the ecological data integration problem and our



expectations of a semantic web/ontology-based solution. Next,
we describe in detail a prototype system that we built using
example datasets acquired from various government, mu-
seum, mapping and environmental organizations in Aus-
tralia in order to evaluate the ontology and semantic web
approach to biodiversity data integration. We then describ e
the system architecture, implementation details, user int er-
face and evaluation. Finally, we outline our conclusions fr om
this work and suggest a number of future directions it could
take.

2. RELATED WORK

In the past there have been numerous systems [11] devel-
oped by and for museums and herbariums to manage elec-
tronic repositories of biodiversity data that combine tax-
onomies with geographical data to document species distri-
butions. Alice [12], BioO ce [2] and DivaGIS [4] are just
three such biodiversity data management systems for man-
aging data (taxonomy and geography) associated with plant
and animal distributions.

In the wake of accelerated global detrimental impact from
deforestation, climate change and pollution, environment al
scientists are demanding systems that can query and in-
tegrate multiple biodiversity databases that span a wider
range of species and broader spatial and longer temporal
scales. In addition, they want to correlate species distrib u-
tion data with climate, topographic, water, soil, pollutan t
and remote sensing data in order to model and predict the
impact of di erent scenarios.

A number of organizations have developed computer-based
systems capable of combining disparate ecology databases
(species sightings, climate, vegetation, water/soil and m ap-
ping data) in order to monitor and model biodiversity. BGIS
[31] provides a system that integrates a bioresources rela-
tional database (taxonomies, species occurance, location al-
titude, soil, latitude, longitude, climate, vegetation) w ith a
MaplInfo GIS spatial database for biodiversity analysis in
India. Both the INRAM [30] and DiGIR [3] systems use
an XML schema approach to integrate biodiversity, climate
sensor and spatial data retrieved from distributed databas es.

These existing systems rely on manual mapping of a num-
ber of pre-selected relational databases into a single rela
tional database through a common XML schema. Although
this approach may work for pre-selected databases, it is not
scalable, dynamic or extensible and requires signi cant man-
ual e ort and involves data duplication.

As a result of these limitations, a number of organiza-
tions have recently come to the same conclusion as us that
XML/XSD (XML Schema) based approaches to integrat-
ing biodiversity data are limited. Ontologies are required to
support richer semantic descriptions and semantic interop er-
ability necessary to correlate disparate but related datas ets.
These like-minded groups include:

The European ALTER-Net community in Austria [1]
aims to develop an ontology-based system for ecologi-
cal data integration. They have also established a web
forum SEDINE (Semantic Data Integration for Ecol-

ogy) [9]

The Knowledge Representation Working group of the

SEEK (Science Environment for Ecological Knowledge)
project [8] aims to create a series of ontologies that can
be used to reason about ecological data.

US-LTER (Long Term Ecological Research) [5] com-
munities are also beginning the development of ontolo-
gies for semantic annotation of ecological data.

Athough these groups have similar aims, to date, they
are still developing their ontologies [36, 41] and none have
developed systems that use the ontology or demonstrate the
advantages and bene ts of an ontology-based approach for
data integration.

3. ASEMANTIC WEB APPROACH

Semantic interoperability is increasingly importantto th e
biodiversity and ecology communities. The datasets of rel-
evance to scientists are increasingly being captured by a
larger number of international institutions and organiza-
tions. Di erent databases will typically have very dieren t
metadata schemes. This will severely limit one's ability to
search and retrieve objects stored in distributed databases.
An ontology-based semantic interoperability layer can ove r-
come this problem, as it enables the relationships between
the various metadata schemes to be formally represented
within a common machine processable representation i.e,
an OWL ontology [17]. The ontology acts as a mediator
that facilitates federated searches across heterogeneousnd
multidisciplinary data repositories.

In addition to improving data discovery and integration,
OWL ontologies support the de nition of rules to enable
reasoning across disparate datasets to extract new implicit
knowledge and the dynamic composition of work ows or ex-
ecution of services to the scienti ¢c data. More sophisticat ed,
intuitive queries across the datasets are possible using anin-
ferencing engine. For example, if a user searches fofauna
sightings in Spring, our ontology provides the knowledge
that fauna is the superclass for both snakesand birds and
that spring in the Southern Hemisphere is Sept, Oct, Nov so
the query is transformed to retrieve sightings of snakes and
birds in Sept, Oct, Nov, 2005.

The open world nature of the semantic web should also
prove bene cial, as additional data with new metadata schem as
can be added with no change required to the existing schemas,
databases or queries. This is especially useful in this envi
ronment, as it enables us to easily incorporate new data as it
becomes available or to incorporate new rules. For example,
we could incorporate probabilities of species sightings under
certain environmental conditions, which could be processed
using Bayesian Logic, to develop more accurate predictive
models.

Another immediate advantage of RDF/XML is the abil-
ity to quickly and easily transform the data into the user's
preferred presentation mode using XSL style sheets. For ex-
ample, it was very simple to feed query results (expressed in
XML) into the end user's preferred presentation interface, to
enable the results to be displayed through a map interface.

System exibility is also enhanced through the adoption
of the RDF Query language SPARQL [34]. SPARQL allows
database locations to be speci ed as a part of the query lan-
guage. This is especially attractive as the system does not
impose hard-coded database locations, leaving the choice
of which datasets to query across up to the user or new
databases to be added as they become available.



4. PROTOTYPE IMPLEMENTATION

The overall system architecture for our prototype is shown
in gure 1. The following sub-sections describe the rationa le
and implementation for each of the architectural compo-
nents:

. The Datasets

. The Ontology

. Data Conversion
. The Server

. Querying

. Inferencing Rules
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. User Interface

8. Visualization and Presentation

4.1 The Datasets

The initial datasets under consideration included:

Wildlife sighting data from the Environmental Protec-
tion Agency (EPA)

Species data from the Australian Museum
Habitat data from the National Herbarium

Climate sensor data from the Bureau of Meteorology
and

Topographic maps from Geosciences Australia

The information existed in a variety of le formats, includ-
ing Microsoft Excel Spreadsheets, Microsoft Access Tables
ESRI Shape les, MIF (Mapinfo) les and custom XML
les.

Figure 2 provides a breakdown of the data sets. Ani-
mal sighting records typically contained details such as ti me
of observation, scienti c species name, latitude and longi-
tude of the sightings, as well as the observer's name and
eld notes. Climate sensor readings contained the time of
reading, latitude and longitude of the sensor, as well as the
climate reading itself (temperature, rainfall, humidity) and
the unit (e.g., C, inches, percentage).

We also surveyed various Australian Government websites
that provide information related to climate and biodiversi ty
to the public, such as Geoscience Australia [25] and the Bu-
reau of Meteorology. In most cases, getting access to the raw
data involved a complicated process of custom web search
interfaces, occasional payment and emailed license agree-
ments. If such organizations provided an OAl-type interfac e
[6] that allowed their metadata and data to be harvested,
then our datasets would have been greatly enhanced with
regard to coverage and completeness.

4.1.1 Data Integrity

The datasets that we selected, provided a good cross-
section of the types of information required by environmen-
tal and biodiversity scientists. Overall, the datasets dem on-
strated a high standard of consistency. Out of ten thousand
sighting records only a very small number contained errors.
That said, a single typing mistake (such as an ampersand in

the wrong place) was able to cause havoc, leading to invali-
dation of a 10 MB XML le. Strict parsing was necessary in
order to pinpoint such errors. The majority of XML-based
applications will abort loading of the entire le in such cas es.

However, although we could validate syntax and correct
most syntactic errors, this did not necessarily mean that th e
data was valid. Observation dates provide a good example,
as we encountered both dates from the early 1900s as well as
the future, 2020. We assumed that old recordings had been
transcribed from paper records and those from the future
were typing mistakes.

The subjectivity associated with data recording was also
an issue. Although taxonomies and controlled vocabular-
ies are used for specifying species, time and place, there is
still signi cant room for interpretation by the record crea tor.
There is little that can be done to remove this subjectivity
from the data.

Additionally, merging datasets can result in duplication
due to records being mirrored across databases, or the same
sightings being reported by di erent observers. Data in-
put error can also contribute to equivalent sightings passi ng
unchecked. Scripts were written to parse the data and high-
light duplicates which were then manually compared and
resolved on a case-by-case basis. This was a very time con-
suming process.

The ontology was useful when there were constant varia-
tions in the use of terms or names for example, across orga-
nizations or individuals. Describing the data in terms of th e
ontology and standard RDF schemas, help us reason across
these di erences at a more abstract level.

While the animal sighting data was extensive, some of
the other datasets were quite limited. In particular, we onl y
received a small number of climate sensor sites with lim-
ited numbers of readings. Additionally, the timelines did
not always overlap, making the results of some of our test
gueries somewhat meaningless. However, the data was suf-
cient to prove the value of an ontology-based data inte-
gration approach. In the future we plan to extract more
data from web sites provided by organizations such as Geo-
sciences Australia and the Bureau of Meteorology.

4.2 The Ontology

We used Proeg [33] to construct the ontology in OWL
[17] format. Figure 3 shows an overview of the core classes
and properties that were de ned. For sake of simplicity
this gure only shows the core classes (not the complete
ontology).

We developed our ontology by extending the classes within
a common upper ontology developed through previous work.
For example, ora and fauna were de ned as subclasses of
the Actuality superclass. Observation is a subclass of Evert.
Sighting is an equivalent class to Observation. The values
associated with species common names and scienti ¢ names
were adopted from existing taxonomies provided by the Aus-
tralian Museum and the Herbarium.

As other groups publish their ontologies associated with
biodiversity and ecological data [36, 41], we expect to modify
our ontology accordingly to harmonize with similar e orts
internationally.

The OWL les were stored in a location on our public web
server and allocated a speci ed namespace. This enables re-
use of our ontological terms by external parties and future
applications.
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Figure 1: Prototype System Architecture
Scope of Entries | File Format Provided By
Unique Bird Species 872 MS Access Australian Museum
Unique Snake Species 42 Derived Australian Museum
Unique Bird Sightings 5200 Excel Spreadsheet EPA
Unique Snake Sightings 5254 Excel Spreadsheet EPA
Unigue Sighting Locations | 145 Derived from Excel Spreadsheet
Unique Observers 152 Derived from Excel Spreadsheet
Climate Sensors 31 Excel Spreadsheet
Topographic Data Queensland MIF le Geoscience Australia
Vegetation Data Queensland ESRI Shape le, GDA9%4 EPA [22] [23]
Environmental Grids Queensland ESRI Shape le [24]

Figure 2: Details of the Provided Datasets
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4.3 Converting the datasets

Given the OWL ontology, the next step was to convert
the available datasets into instances of the ontology classes.
The instance data was stored on the same server as the OWL
ontology les. This simpli ed the generation of unique URIs
for identifying instances, such as:

http://metadata.net/WildNET/BirdSightings.owl#
Sighting_4500

While Proege allowed us to quickly create our core classe s,
properties and relationships, custom scripts were developed
to generate the instances. Figure 4 shows the data process-
ing steps prior to the data being loaded into the RDF server.
Its important to note that the transformation was lossless
and the ontology provided additional valuable contextual
information.

As mentioned earlier, the datasets were provided in a va-
riety of le formats, making conversion of the data a com-
plicated process. For example, we exported XML from the
Excel spreadsheet datasets manually and processed it using
an XSL style sheet, to produce RDF/XML. This technique
was not awless, as Excel exported some date elds in XML
DateTime format, while others were left as plain strings. In
the case of the Snake Sightings data, the style sheet grew
too complex and a custom Perl script was written instead,
introducing alternative problems: since the script was gen er-
ating XML as plain strings, no automatic syntax or names-
pace checking was occurring. These errors were not detected
until we tried to import the data into the Jena RDF triple
store. It was this problem, that required us to develop a
detailed parser to validate the RDF les.

In hindsight, we should have invested more time explor-
ing custom XML export direct from Excel. This could have
resulted in a reusable macro without the complexity or num-
ber of steps required by our XSL style sheet approach.

We also had to revisit these conversion scripts when it
became necessary to make changes to classes and properties
speci ed in the ontology due to Proege limitations. Fore x-
ample, Proeg allowed us to specify some elds as Object-
Property when in fact they should have been DatatypeProp-
erty. Because the generated RDF/XML was not syntacti-
cally incorrect, this only became a problem when trying to
use a strict OWL-DL application (e.g., the Pellet reasoner)
which would not proceed until the problem was corrected.

The EPA also provided us with vegetation maps for the
entire of Queensland, in ESRI Shape le format [26]. Vegeta-
tion regions are de ned as polygons, often with thousands of
vertices. As yet, we have not incorporated this data into our
system, nor is it immediately obvious how you might rep-
resent these complex structures in pure RDF. We discussed
alternative approaches that would leave the data stored in
relational tables and use wrappers to simulate RDF and
SPARQL functionality. The most suitable approach would
be to use PostgreSQL with GIS extensions [37] and Squir-
relRDF [39].

Despite the problems associated with the data conversion
process, we generated an ontology and instances represente
by 110,000 RDF triples.

4.4 Server

We initially considered Joseki [29], the W3C's RDF server.
Joseki's con guration le is speci ed using N3 triple synta x
and comes with minimal documentation. This combination

OWL Ontology

Google Maps

Figure 4: Data Transformations



does not facilitate easy deployment and caused many delays
and misunderstandings. After many frustrating attempts
we were unable to get Joseki to connect to our MySQL
database or to interact with an external OWL Reasoner,
such as MINDSwap's Pellet [38]. However, Pellet running
standalone was able to perform the desired inferencing with
a minimum of fuss.

Our problems led us to create a custom Tomcat servlet.
Using the Jena RDF API [28], we were able to store the
triples in a MySQL database, service SPARQL queries via
HTTP, perform OWL reasoning and add inference rules by
specifying them in code.

4.5 Querying

The ontology allows users to write high level queries based
on concepts, not strings. In our prototype, queries are com-
posed in the RDF query language SPARQL [34]. The ex-
ample query in gure 5 would return all Sterna Caspia bird
sightings within a geographical region. Each PREFIX de-
nes a shorthand notation for referring to the ontology OWL
les. Each statement within the WHERE clause indicates
that the speci ed triple pattern must exist. Values with a
question mark represent variables, where any value is ac-
ceptable so long as they satisfy the remaining statements
and the FILTER expression. Note that the example also
requires a number of additional elds, including adult and
chick counts and the observer's name.

We created a series of queries to test all of our ontology
classes, such asll snake sightings by a particular observer
and all sightings of bird chicks where eggs were still seen
We also provided examples of queries written across sepa-
rate datasets and ontologies, such asall sightings of Sterna
Caspia birds where a nearby climate sensor had a maximum
temperature of 26.7 C.

Queries can also span statements made in related doc-
uments. A good example of this is the Observer's FOAF
(friend-of-a-friend) property, which links to an external doc-
ument providing additional metadata about the observer,
such as their workplace. A query could be made that incor-
porates that metadata e.g, all sightings made by observers
who work at the EPA. This demonstrates a key advantage of
the semantic web: the workplace is not stored in the original
dataset nor accounted for in the schema, but nevertheless it
can be indirectly incorporated within the queries via the
FOAF link.

We recognize that not every desired query can be ex-
pressed simply in SPARQL, but we suspect these would also
be dicult in a relational query language. Our main criti-
cism of SPARQL is that it fails to support all of the features
of a relational query language. A key requirement of our
users is negation. For example, scientists want to be able to
ask: Give me all wet sclerophyll forest habitats in which bri-
dled honeyeaters have not been observedSPARQL is unable
to support such negative queries.

4.6 Rules/ Inferencing

Only a small amount of Jena code was required for our
server to support OWL reasoning about subsumption or
equivalence. Queries could now be written based on super-
class (e.g, querying for instances of Animal will identify the
subclasses Bird and Snakg and inherited properties ( e.g,
each BirdSighting instance inherits the AnimalSighting pr op-
erties).
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Figure 6: Query results plotted onto Google Maps

Our use of OWL also helped address semantic issues as-
sociated with data equivalence and duplication. By de n-
ing equivalent classes and properties, reasoning can be per
formed by the server rather than the query. A good example
is the bird whose scienti c name is Platycercus Elegans It
also has three common names: the Crimson Rosella, Yel-
low Rosella and Adelaide Rosella. Our translation scripts
created three distinct instances of Platycercus Elegans A
single OWL SameAs statement was used to make these in-
stances equivalent, so that searching for any of the common
names would return instances of all three. A system based
on a purely relational database would not pick up all of the
sighting data associated with Platycercus Elegans

The same approach was used to resolve repeated spelling
mistakes and other common data entry errors or wherever
two groups or individuals use di erent terms for the same
thing.

At this stage we haven't implemented any more complex
rules using SWRL (Semantic Web Rule Language) [10] for
example. However we envisage that as the domain experts
(environmental scientists) become familiar with the syste m,
they will want to specify rules associated with relationshi ps
between di erent datasets in order to extract more embed-
ded knowledge.

4.7 User Interface

The environmental scientists and biodiversity experts we
were working with requested a standard web browser en-
vironment for querying and displaying the results. In par-
ticular, a mapping interface was particularly intuitive an d
attractive to them. Hence we developed a JavaScript ap-
plication centered around Google Maps. SPARQL queries
are posted to the server asynchronously, using AJAX. Re-
sults are received in SPARQL XML response format, parsed
and plotted onto Google Maps at the relevant latitude and
longitude. Figure 6 shows how sightings are identi ed by
a small bird or snake icon. Clicking on one of these icons
displays a speech bubble containing all of the relevant meta-
data. Google Maps allows the sightings data to be overlaid
on any of three map types: map, satellite images or hybrid.
The visual display of sightings in this manner is deceptivel y



PREFIX rdf:
PREFIX sighting:
PREFIX geography:
PREFIX birds:
PREFIX animal:
PREFIX observer:

SELECT *

WHERE {
?birdSighting sighting:ofAnimal 2animal
?animal rdf:type animal:Bird
?birdSighting sighting:hasSite ?site

?birdSighting sighting:ofAnimal birds:Bird Sterna caspia

?site geography:haslLocation ?location

?site geography:hasName ?siteName

?location geography:hasLongitude ?longitude
?location geography:hasLatitude ?latitude
?birdSighting sighting:adultCount 2adultCount

?birdSighting sighting:adolescentCount ?adolescentCount

?birdSighting sighting:youngCount ?youngCount
?birdSighting sighting:chickCount 2chickCount

?birdSighting sighting:hasFieldNotes ?fieldNotes

?birdSighting sighting:hasObserver ?zobserver
?observer observer:hasName ?observerName.

FILTER ( ?longitude >= 150 && ?longitude <= 152 &&
?latitude >= -24 && 2latitude <= -23)

Figure 5: Example SPARQL Query: Sightings of all
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simple.

We experimented with several di erent interfaces for spec-
ifying queries. While we appreciated attempts to formalise
ontology-based search methods [21], we found it di cult to
translate those formalisms into the graphical interfaces we
are using. The prototype provided three levels of search
interface complexity, which will now be discussed in order.

4.7.1 Direct SPARQL Input

As shown in gure 7, SPARQL queries can be entered
directly. The prototype also oers a selection of exam-
ple queries, available via drop-down list. Direct entry of

<http://www.w3.0rg/1999/02/22-rdf -syntax-ns#>
<http://metadata.net/WildNET/AnimalSighting.owl#>
<http://metadata.net/WildNET/Geography.owl#>
<http://metadata.net/WildNET/Birds.owl#>
<http://metadata.net /WildNET/Animal .owl#>
<http://metadata.net/WildNET/Observers.owl#>

NAMESPACE DEFINITIONS

RETURN VALUE OF ALL ?VARIABLES

QUERY BY ONTOLOGY DEFINITION

REQUIRE THAT THESE
PROPERTIES OF THE
SIGHTING CLASS
ARE PRESENT

VARIABLE CONSTRAINTS

Sterna Caspia birds within a geographic region

SPARQL allows a complete range of queries to be made
and does not limit the queries to any particular ontologies.

However, direct entry requires the user to understand the

underlying data structures of RDF and OWL, as well as

accurate input. Figure 5 illustrates one such query.

4.7.2 Statements populated from the Ontology

The second approach enables users to build search pat-
terns using drop-down lists populated directly from the on-
tology. Each statement is represented by three drop-down
lists, representing an triple pattern as speci ed in a SPARQ L
WHERE clause. The rst list is automatically populated
with all known instances and classes. When the user makes
a choice, a query is issued to retrieve all valid OWL proper-
ties for the next eld. We use the property's rdfs:comment
eld to store the next choice in English, rather than the raw
URI.

This interface has many advantages. It dynamically up-
dates based on the backend ontology and hence is not tied to
any particular ontology. Selecting any OWL instance, from
any ontology, automatically displays the available proper -
ties. However, users are still obliged to specify queries in
terms of classes and properties and to have some under-
standing of the underlying data structure and query lan-
guage.

4.7.3 Custom Graphical Interface

Finally, we are working on the development of a search
interface tailored speci cally to this domain. For example
we are implementing tools to enable users to specify spa-
tial queries through drawing tools on maps and temporal
queries through time lines. In addition, form elds are bein g
given auto-complete capabilities using available taxonomies
(this is especially convenient for the scienti c name prope rty
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Figure 8: Bird Sightings Plotted onto Google Earth

which had over 800 possibilities).

4.8 Visualization and Presentation

Ontology-based search is not the only bene t of our choice
of technologies. XSL style sheets can transform query resuts
into a variety of alternative formats, such as KML (Keyhole
Markup Language). KML is an XML grammar and le for-
mat for modelling and storing geographic features such as
points, lines, images, and polygons for display in Google
Earth and Google Maps. While custom translations could
be developed for data stored in relational databases, you
would not bene t from the advantages of XSL style sheets,
such as independence of underlying database structures and
programming language.

By transforming query responses into KML [27], we can
display them in the 3D Google Earth presentation enviro-
ment. Figure 8 shows how sightings are displayed on Google
Earth. A timeline slider allows the range of sightings shown
to be set. Another useful feature is the ability to open
multiple KML les simultaneously. By opening a URL to
the NOAA Satellite and Information Service website [32] we
were able to display water temperature alongside our oceanic
sighting data.

In addition to the translation to KML, we considered two
other data translations. First, a mapping to the Geography
Markup Language (GML) [15] allows our database to be
used as a backend for uDig [13] and other OpenGIS-aware
applications [7]. Second, a style sheet can also easily tras-
late query results into RSS [42], allowing speci ¢ changes to
the data to be monitored and the nominated person noti-
ed. This could be very useful for notifying relevant sta of
environmental "hotspots" requiring timely action.

5. SYSTEM EVALUATION

To date, testing of the system has involved both detailed
system testing and user feedback.

In practise, the server side performance did not consti-
tute a bottleneck. Even complex SPARQL queries returned
upwards of 5000 results in a timely fashion.

The biggest penalty occurred during the initial import of
the RDF triples into the Jena database. However we deter-

mined that disabling duplicate checking sped up this process
considerably. The same could not be said of the JavaScript
XML and Google Maps APIs, as many code workarounds
were required to e ectively parse and display large result
sets (> 100) in a web browser.

User feedback from scientists within the EPA and re-
searchers in the Centre for Remote Sensing and Spatial In-
formation Science has been very positive. Currently scien-
tists have to manually search and retrieve data from elec-
tronic datasets and then manually develop specic hard-
wired mechanisms for integrating data, using at most two
datasets at a time.

This approach enables multiple datasets to be integrated
and reasoned across through an intuitive user-friendly geo-
graphical interface. Users particularly appreciated the o ntology-
based querying tool which used existing taxonomies to pop-
ulate pull-down menus. More sophisticated query mecha-
nisms were possible than with traditional relational datab ases
and the results demonstrated higher precision and recall for
test queries that involved the invocation of built-in subsu mp-
tion and equivalence rules.

6. CONCLUSIONS

The work described here has demonstrated the feasibility
and advantages of an ontology-based approach to integrat-
ing biodiversity and geographical datasets for environmental
monitoring and planning.

Although signi cant time and e ort was required to clean
the datasets and transform them into RDF triple state-
ments, compliant with the developed OWL ontology, it was
worth the e ort.

Many of our experiences mirror those raised by Hewlett-
Packard's analysis of RDF/OWL modelling [35]. In partic-
ular, the use of RDF/OWL provided the following bene ts:

Support for information integration and reuse of shared
vocabularies

Separation of syntax from data modelling

Extensibility and resilience to change - it is a simple
process to incorporate new datasets/metadata schemas

Support for inference and deduction of new knowledge

Ability to represent instance and class information in
the same formalism (OWL) and hence combine them

We also agree with the following weaknesses of RDF/OWL,
identi ed by Hewlett-Packard:

Ability to validate documents is poor

Expressivity limitations, particularly in terms of cor-
relating across di erent properties of a resource

Many developers su er from a familiarity with seman-
tic web technologies and must overcome a steep learn-
ing curve

Inability to natively represent uncertain data and con-
tinuous domains

No built-in representation of processes and change (e.g,
ontology version control)



Although we developed our own ontology, we plan in the
future to analyse other emerging ontologies in this eld and
where possible to harmonize these ontologies with our own
through the common upper ontology. For example, our Lo-
cation class can be extended by WGS84 [18] or the Geon-
ames [40], ontology for describing latitude and longitude. It
would not be di cult to modify our RDF conversion scripts
to incorporate these additional ontologies. An alternativ e
approach is to develop inference rules that relate the knowl-
edge represented in these external ontologies to our own.

At this stage we have not considered versioning of our on-
tology. This is a critical requirement of scienti c data whe re

the precise provenance of knowledge needs to be recorded.

Knowledge based on query results from older versions of the
ontology need to be updated to ensure currency of data and
extracted knowledge.

6.1 Future Work

In the immediate future we plan to load more data into
the RDF triple store. This will include complex habitat and
vegetation data which is di cult to represent in RDF and
other relevant datasets available from organizations such as
GeoSciences Australia and the Bureau of Meteorology. This
additional data would also provide us with more accurate
results from performance testing. Although performance has
been satisfactory across the test dataset, we need to monita
performance as the number of RDF triples grows.

Detailed user testing is also planned with scientists from
the QId Environment Protection Agency and the Ecology
Centre at the University of Queensland in order to support
their speci ¢c needs and feedback.

We intend to continue exploring advanced search inter-
faces which combine ontology-based searching spatio-tempral
graphical search interfaces. We would also like to see seare
become a more iterative process. Ideally, metadata in the
query results could be agged for inclusion or exclusion and
the changes re ected immediately.

A common statistical technique in this eld is the use
of Bayesian logic to infer reliability of data. RDF/OWL ex-
presses discrete facts, which does not immediately lend itlf
to this kind of processing. Work has been done elsewhere in
applying Bayesian logic to OWL ontologies [20], which we
would like to explore further.

Finally, our current server is relatively static. Our cur-
rent thoughts tend toward a more dynamic system. If data
providers were to provide data on the web through an OAI-
PMH (Open Archives Initiative Protocol for Metadata Har-
vesting) compliant interface and a format such as RDF-A
[16], this would allow software such as GRDDL [19] to har-
vest the data and metadata periodically and dynamically
transform it to RDF triples to be incorporated in the knowl-
edge base. This approach would largely remove the need for
the painful task of transforming the datasets to RDF and
also automatically maintain the currency of the data.
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